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Motivation: practical improvements

 - Theoretical improements often aren't practical; let's get some real-world speedup. 
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Priority Queues

 - dynamic set of elements with priorities 
 - Wide range of applications: Dijkstra, A*, event simulation, scheduling, etc. 
 - Heavily researched in theory and practice 
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push pop in practice
Binary heap O(log n) O(log n) fast, simple, universal
Fibonacci heap O(1) O(log n)∗ pointer chasing
Pairing heap O(1) O(log n)∗ pointer chasing
Brodal queue O(1) O(log n) huge constants, hard to implement

∗amortized
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Theory vs. Practice

 - Binary heap is the most commonly used 
 - In the standard library of virtually every programming language 
 - Brodal heap impossible to implement according to authors 
 - RAM model is bad prediction of reality 
 - Does not paint the full picture...
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The Binary Heap: pop

 - Consider pop in a binary heap 
 - Walk down the tree 
 - In practice, implemented as an array 
 - Levels stored in contiguous memory 
 - **Problem**: Cache misses in lower levels 
 - Random access 
 - d-ary heap only helps so much, log d factor 
 - Research on cache-friendly heaps 
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Performance vs. Cache Misses

 - log-log plot
 - lower is better 
 - Performance highly correlated with cache misses 
 - All implementations optimized, unlikely to gain much more 
 - Pointer-based heaps good in theory, bad in practice 
 - S3qHeap performs well, is optimal according to I/O model 
 - Radix heaps best, but limited use cases 
 - I/O model not perfect, matters how cache lines are accessed 
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The QuickHeap: QuickSelect as a Data Structure
[Navarro & Paredes 2010]

 - QuickSelect: pick a pivot, partition, recurse into the part with the minimum 
 - Each level leaves its pivot behind as a wall 
 - Buckets between two pivots are unsorted, but sorted relative to each other 
 - Idea of the QuickHeap: do not throw the pivots away 
 - Keep an array of pivot positions 
 - The next pop only has to partition the leftmost bucket 
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The QuickHeap: push bubbles down
[Navarro & Paredes 2010]

 - Compare the new element against the pivots, largest first 
 - $1<7$: it does not belong above pivot 7, so bubble the pivot up 
 - Two moves per pivot passed: the last element of the bucket and the pivot itself 
 - $1<3$: same again 
 - No pivot left, so the element lands in the first bucket 
 - Cost grows with the number of pivots the element passes 
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The QuickHeap: pop recursively partitions
[Navarro & Paredes 2010]
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The QuickHeap: pop recursively partitions
[Navarro & Paredes 2010]
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The QuickHeap: pop recursively partitions
[Navarro & Paredes 2010]
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Performance vs. Cache Misses

 - QuickHeap by Paredes et al from mid-2000s 
 - Not theoretically I/O optimal, but few cache misses 
 - Still a factor 2.2 behind the radix heap 
 - Still much to be gained 
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The SimdQuickHeap

 - The pivots are a sorted array of their own, a handful of them 
 - push scans it from the largest pivot down 
 - 18 < 20, so not the top bucket; 18 >= 12, so it stops there 
 - One sequential scan, then append at the end of that bucket 
 - That scan is what SIMD does in one go, several pivots per instruction 
 - Analysis is a standard potential argument 
 - Potential is the sum over buckets of k ln k 
 - push pays for the later partitioning, pop is then constant amortized 
 - Median of three gives the same bounds in expectation 
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The SimdQuickHeap: Finding the Bucket

 - Broadcast the element into a register 
 - Walk the pivot array register by register, largest pivots first 
 - Compare all lanes at once 
 - The pivots decrease, so the ones in the mask form a prefix 
 - Count the ones until the first zero: that is the bucket 
 - **Key point**: we never break out of the scan early 
 - Scanning to the end is cheaper than a mispredicted branch 
 - Padding with -infinity keeps the padding lanes out of the count 
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The SimdQuickHeap: Finding the Bucket
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The SimdQuickHeap: Partitioning the Bucket

 - Broadcast the pivot, load W elements of the bottom bucket 
 - One compare gives a mask 
 - compress moves the selected lanes to the front of the register 
 - Both halves are then appended to their bucket with a single store 
 - The write pointer advances by the popcount of the mask 
 - Nothing here depends on the data, so there is nothing to mispredict 
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The SimdQuickHeap: Partitioning the Bucket
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 - The write pointer advances by the popcount of the mask 
 - Nothing here depends on the data, so there is nothing to mispredict 



Pivot selection. Median of three random samples
Equal elements. Use < for elements left of the pivot and ≤ for elements right of the pivot
Small buckets. Don’t partition the last bucket if it contains fewer than 16 elements
Classification. SIMD linear scan up to 64 pivots, binary search fallback
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Implementation Details

 - Pivot quality is the same trade-off as in quicksort 
 - Tie-breaking by position keeps the split balanced 
 - Below 16 elements the constant overheads dominate, so we sort instead 
 - Ask me afterwards or see the paper for the rest 
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Final speedups
2x S3qHeap, 3x QuickHeap, 10x binary heap

 - SIMDQuickHeap even faster than radix heaps 
 - I/O model not perfect, matters how cache lines are accessed 
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Graph Benchmarks
Dijkstra (SSSP) and Jarník–Prim (MST)

 - Dijkstra and Jarnik-Prim, one representative per family 
 - Time per element pushed into and popped from the queue 
 - Road networks: speedups are small, traversing the graph is the bottleneck 
 - Random hyperbolic graphs: up to 4x over the binary heap 
 - Radix heap needs non-decreasing keys, so no Jarnik-Prim 
 - SimdQuickHeap is fastest on every instance in both algorithms 



Data types. Support (u64, u64) key-value pairs
Fix degenerate cases. Guarantee O(log n) layers using rebalancing of lazy partition heaps [Brodal et al. 2026]
Multi-way splitting. 4-way partitioning to improve I/O efficiency
Memory. Use a list of blocks to reduce allocations
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Future Work



Memory access is the main bottleneck for PQs
Memory access patterns matter
Neither RAM nor I/O model predict performance
SIMD works better for splitting than for merging
SimdQuickHeap is the fastest PQ in (almost) every benchmark

The PQ was never the bottleneck for SSSP on road networks
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Conclusion



Thank you! Let’s connect.

Ragnar Groot Koerkamp
ragnar.grootkoerkamp@gmail.com
@curiouscoding.nl

Marvin Williams
marvin.williams@kit.edu

Johannes Breitling
johannes.breitling@student.kit.edu

github.com/RagnarGrootKoerkamp/quickheap
curiouscoding.nl/posts/quickheap
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Backup: SIMD Improvement

 - ScalarQuickHeap: same data structure, same layout, no SIMD 
 - Also used to count comparisons and other internal metrics 
 - Roughly 7x slower than the AVX2 version at the largest size 
 - Cache misses stay low, so the layout alone is not enough 
 - The win comes from doing the scan and the partition W lanes at a time 
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